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Abstract. The rising prevalence of age-related conditions such as Alzheimer’s
disease and dementia underscores the urgent need for intelligent in-home
systems that can assist without increasing the burden on caregivers.
We present CaRE-BT (Caregiver-Relief Behavior Tree planner), a novel
open-source ROS 2 framework that transforms symbolic care protocols
into executable behavior trees, enabling fully autonomous assistive be-
havior on embedded robotic platforms. CaRE-BT compiles contingent
planning models, maintains a dynamic knowledge base, and integrates
distributed sensing for real-time human tracking, without relying on
cloud connectivity. To evaluate its real-world feasibility, we deployed
CaRE-BT on a Stretch 3.0 mobile robot across two in-home studies:
a seven-day trial with an older adult couple in a retirement facility, and
a three-week phase of an ongoing six-month deployment supporting a
caregiver-recipient dyad managing moderate dementia. Across these 30
days, the system successfully delivered over 55 scheduled health prompts
(medication, exercise, task reminders), with only nine failures due to nav-
igation launch issues. The system operated autonomously and required
no daily maintenance from the caregiver. Feedback from participants
highlighted its reliability, ease of use, and positive impact on reducing
caregiving stress. CaRE-BT is available as an open-source toolkit to sup-
port researchers, clinicians, and engineers building adaptive long-term
assistive systems in healthcare and eldercare settings 1.
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1 Introduction

A key challenge in long-term human–robot interaction (HRI) is enabling robots
to make reliable decisions in environments where both human behavior and envi-
ronmental conditions are unpredictable. This is especially true in robot-assisted
caregiving, where tasks like reminding an older adult to take medication, stay
active, or follow a daily routine require the robot to make context-aware deci-
sions throughout the day. Care recipients (CRs) often have cognitive or physical
1 https://robotsforaging.cs.unh.edu/
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impairments, making their responses inconsistent or delayed. These uncertain-
ties make it difficult for a robot to select the right action at the right time.
From a technical perspective, this creates two main challenges: Challenge 1)
designing a modular and generalizable framework that can be deployed across di-
verse home environments. The architecture should support reusable components
and customizable care protocols, such as medication, hydration, or exercise rou-
tines, that can be easily configured to meet the needs of different households.
Challenge 2) enabling real-time decision-making that adapts both to human
behavior and to dynamic sensory input from the environment. The robot must
generate and adjust action sequences on the fly based on observations such as
the care recipient’s location, activity, or whether they are present in the home.
These adaptations must maintain alignment with long-term care goals, even in
the face of incomplete, delayed, or ambiguous sensor feedback.

Before addressing the technical challenges outlined above, it is important to
emphasize the unique value that physically embodied robots provide in home
environments, particularly for elder care. Recent systematic reviews have un-
derscored the growing effectiveness of social robots in supporting older adults,
surpassing what screen-based or ambient systems typically achieve. In a com-
prehensive review of eleven randomized controlled trials, Pu et al. [23] reported
that robot-assisted interactions led to improvements in agitation, anxiety, and
quality of life. While not all effects reached statistical significance, narrative find-
ings indicated consistent benefits, including enhanced emotional engagement, re-
duced loneliness, and decreased reliance on medications. These advantages are
rarely observed with mobile applications or passive reminder systems. Such re-
sults support the argument that an embodied robotic presence offers not only
task execution capabilities but also a socially resonant presence that contributes
meaningfully to the psychological well-being of care recipients.

Addressing Challenge 1 requires designing a modular and generalizable
framework that integrates multiple perception and interaction capabilities. This
includes person identification and tracking, face and gesture recognition, and
natural language understanding—all essential for interpreting human behavior
in unstructured home environments. While significant progress has been made in
each of these subfields [2, 17], integrating them into a cohesive pipeline for real-
time, in-the-wild deployment remains non-trivial. The Robot Operating Sys-
tem (ROS) [24] has become the de facto standard for managing distributed,
multimodal robotics systems, and has inspired HRI-specific toolkits such as
ROS4HRI [18], which supports human state recognition through speech, gaze,
and gesture signals. ROS-based APIs and perception stacks [1] continue to grow
in capability and coverage. Although cognitive architectures outside ROS have
existed for long-term autonomy [8, 10], the HRI community increasingly con-
verges on ROS-based open frameworks for deploying socially assistive robots at
scale [11,12,25].
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Challenge 2 centers on enabling adaptive, goal-directed behavior in the
face of uncertainty. Various decision-making frameworks have been explored
in robotics—Markov Decision Processes (MDPs), Partially Observable MDPs
(POMDPs), finite-state machines [14], and reinforcement learning [3]. However,
their applicability to long-term HRI remains limited due to scalability and de-
ployment constraints. Specifically, these models often require exhaustive state
definitions, complete knowledge of the task structure, and expert intervention to
accommodate even minor changes in goals or context. This rigidity makes them
ill-suited for dynamic caregiving scenarios, where plans must adapt to changes
in user behavior, environmental conditions, or sensor input (e.g., location or
activity detection). Domain-independent AI planning offers a promising alter-
native: its symbolic representations allow for general task models, dynamic goal
injection, and policy re-generation without retraining [9, 19]. When paired with
compact contingent policy structures, such planners provide a scalable basis for
long-horizon autonomy in socially assistive contexts.

To address these two challenges, we present CaRE-BT, a ROS2-based bi-
level planning framework designed to support long-term assistive human–robot
interaction in unstructured home environments. CaRE-BT provides a modular
system architecture that allows flexible integration of perception modules (e.g.,
person tracking, environmental sensors, IoT devices) while enabling researchers
and caregivers to define high-level care protocols using symbolic planning. At
its core, CaRE-BT combines domain-independent contingent planning with real-
time Behavior Tree execution, allowing the robot to adapt its actions in response
to human behavior and dynamic environmental states. The full architecture is
implemented within ROS2 to reduce latency and enable robust deployment on
resource-constrained, embedded platforms. At the time of writing, a Stretch 3.0
mobile manipulator (Hello Robot Inc.), equipped with CaRE-BT, has been de-
ployed autonomously in the homes of two older adult households for a combined
duration of four weeks.

We summarize our key contributions as follows:

1. A modular ROS2-based software framework that supports long-term, in-
home HRI deployments, with a focus on assistive caregiving.

2. A lightweight, contingent PDDL planner integrated with real-time Behavior
Tree execution, optimized for embedded performance on mobile robots.

3. A four-week autonomous field evaluation across two real-world home environ-
ments, demonstrating the feasibility, adaptability, and reliability of CaRE-
BT in elder care scenarios.

2 Related Work

Symbolic task planning has been widely explored in robotics, especially through
ROS-integrated frameworks. ROSPlan [6] brought PDDL-based automated plan-
ning into the ROS1 ecosystem and has been used in diverse robotic tasks, such as
multi-agent planning [4], autonomous underwater vehicles [5], and human-aware
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Fig. 1. Overview of CaRE-BT framework.

planning [22]. PlanSys2 [16] builds on these ideas with native ROS2 support,
enabling multi-robot collaboration and parallel execution. However, PlanSys2’s
reliance on multiple ROS2 services makes it difficult to deploy on embedded
hardware and introduces runtime errors that complicate long-term deployments.

While these planners offer useful abstractions, few have been deployed in
real-world, long-horizon HRI contexts such as elder care. Lindsay et al. [13]
demonstrated the use of automated planning in a pediatric socially assistive
robot that adapts to children’s affective states in clinical settings. Their work
highlights how planning enables robots to generate context-sensitive, multi-step
interactions. Olatunji et al. [20] explored the participatory design of assistive
robots for older adults, showing how tailoring functionality through direct user
input improves acceptance and effectiveness for long-term use in the home.

In contrast to prior work, CaRE-BT targets long-term autonomy in unstruc-
tured home environments by combining domain-independent planning, real-time
Behavior Tree execution, and a self-healing knowledge base optimized for em-
bedded platforms. Our system has been validated across two real elder care
deployments totaling four weeks of continuous operation.

3 Proposed Architecture: CaRE-BT, a Bi-Level Planning
Framework for HRI

This section first provides an overview of the operation of CaRE-BT, which is
followed by a detailed description of individual components. Figure 1 illustrates
the architecture of the CaRE-BT framework, structured into three primary
layers: the Situational Awareness Layer, the Bi-Level Planning Layer, and the
Services Layer.

The system begins by integrating multi-modal sensor data (e.g., cameras, mo-
tion detection, door sensors) through a hardware launch file, forming the situa-
tional awareness layer. This layer estimates the care recipient’s location and con-



CaRE-BT: An Embodied Planning Framework for In-Home Assistive Robots 5

text using a particle filter, and forwards this information to the world_state_converter,
which encodes it as symbolic predicates for the planner.

The Bi-Level Planning Layer includes a centralized planning_controller_node
that uses PDDL to define high-level goals and generate grounded problem files.
Each problem is compiled into a Behavior Tree using the PDDL_Executor pack-
age. The system supports both high-level protocols (e.g., daily routines) and
low-level action flows (e.g., move to a location), operating over a shared knowl-
edge base that updates dynamically with world state.

The Services Layer handles execution through ROS 2 action servers (e.g.,
navigation, docking, script reading). These are triggered by the planner and re-
turn execution feedback to the knowledge base, enabling the robot to monitor
progress, detect failures, and re-plan as needed.

3.1 Bi-Level Planning Layer

The CaRE-BT framework uses a bi-level planning approach to manage caregiv-
ing tasks with both long-term goals and short-term interactions. At the top level,
a symbolic planner defines high-level care routines (e.g., hydration, medication,
safety checks) based on PDDL models. When a task is triggered, it is grounded
into a low-level execution plan and compiled into a Behavior Tree (BT) that the
robot can execute in real time.

To enable robust decision-making, the planner continuously communicates
with a dynamic knowledge base that maintains the current state of the environ-
ment. Sensor data (e.g., human location, room context) is interpreted and con-
verted into symbolic predicates, ensuring that the robot’s plans remain aligned
with real-world conditions.

A custom PDDL_Executor package translates planning tasks into optimized
C++ code and interfaces directly with ROS2 action servers to execute robot
behaviors (e.g., navigation, speech, docking). The system monitors task progress
and can interrupt, resume, or replan tasks in response to environment changes
or user behavior. This layered structure allows the robot to adapt in real time
while following structured care protocols defined by caregivers or researchers.

3.2 Situational Awareness Layer

The situational awareness layer enables the robot to perceive and interpret the
environment in real time, serving as the foundation for context-aware planning.
It continuously gathers data from multiple sources—primarily human location
estimation and IoT sensors—and updates the knowledge base, allowing the plan-
ner to adapt actions based on changing conditions and user behavior.

Human location is estimated using a ROS-based particle filter that integrates
3D body pose data from depth cameras (e.g., ZED) deployed across the home.
This enables accurate tracking of the care recipient’s position, even under oc-
clusion or uncertainty. For person identification, we employ face recognition to
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distinguish between the care recipient and other individuals in the household,
using ArcFace [7], a state-of-the-art deep metric learning model known for its
high accuracy and robustness in real-world settings. IoT devices, such as motion
and door sensors, further enhance context awareness by providing real-time sig-
nals on room activity, movement, and the robot’s charging state. Sensor data
is converted into symbolic predicates through the world_state_converter and
integrated into the planner’s knowledge base.

By fusing multi-modal information, this layer allows the robot to infer high-
level human activities and respond appropriately. For example, if the person
is not present in the room during a scheduled task, the robot may delay or
reschedule the action. The layer’s modular design ensures that additional sensors
can be incorporated without affecting system stability, enabling scalable and
adaptive HRI in home environments.

3.3 Services Layer

The services layer provides the essential capabilities that allow the robot to inter-
act with its environment and users. This includes autonomous navigation using
the ROS2 Nav2 stack [15], which enables the robot to move safely throughout the
home. To maintain autonomy, the robot supports self-docking using a plug-and-
socket charging design compatible with standard mobile platforms, improving
reliability and flexibility without requiring proprietary hardware.

Localization is achieved through AprilTags [21], which helps the robot recover
from positional drift and maintain situational awareness. For human interaction,
the robot can deliver reminders or guidance through pre-scripted speech and
audio playback. It also supports phone calls for scheduled check-ins or emergency
communication. Together, these services ensure the robot can carry out care
routines independently while maintaining responsiveness and safety in the home.

4 Evaluation Study: Deployment of a Robot for Elder
Care at Home

To evaluate the effectiveness of the proposed framework, we deployed a CaRE-
BT-powered Stretch 3.0 robot in two real-world home environments.

The first deployment lasted one week in the home of an older adult couple
(Ron and Julie) residing in a retirement community. The second, ongoing deploy-
ment is being conducted in the homes of individuals diagnosed with Alzheimer’s
disease and related dementias (ADRD), with a planned duration of six months.
In this paper, we report results from one week of the first deployment and the
first three weeks of the ongoing second deployment.

All studies were approved by our institutional review board (IRB). The pri-
mary objective of these deployments is to assess the feasibility and robustness
of CaRE-BT in delivering personalized care protocols—such as medication and
activity reminders—tailored to each user’s preferences and routines. In the fol-
lowing sections, we provide a detailed breakdown of the protocols executed,
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Fig. 2. Stretch 3.0 deployed at partici-
pants’ home

Fig. 3. Visualization in RViz2 of the
robot at the participant’s home and cor-
rect estimation of the participant’s loca-
tion with particle filter (red arrows clus-
ter).

successes, and failures from the first trial. For the second trial, we present a
summary of system performance and initial observations based on the first three
weeks. Note that names have been altered to preserve the anonymity of the
participants.
4.1 Study Protocols and Deployment Objectives

The participating couple in the first deployment selected the following five daily
activity reminders, each associated with a specific time and spoken script:

– Practice (7:30 AM): "Ron, when are you going to practice today? Write the
time down and commit to it."

– Internal Check (8:15 AM): "Julie, time for your internal check-in."
– AM Medicine (9:00 AM): "Ron and Julie, have you taken your morning med-

ication?"
– Exercise (11:30 AM): "Ron, have you exercised today?"
– PM Medicine (9:00 PM): "Ron and Julie, have you taken your evening med-

ication?"

The primary objective of this deployment was to validate that the CaRE-BT-
powered robot can operate fully autonomously in delivering timely, personalized
care routines. Each protocol was expected to be executed within one hour of
its scheduled time, conditional on the presence of the participants in the home.
After protocol execution, the robot was required to return to its docking station.

4.2 Protocol Execution Behavior

Each reminder protocol was designed with specific execution rules and behaviors.
For example, the Medication Reminder Protocol verifies whether the medication
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has already been taken before initiating any robot action. If the individual has
not yet complied, the robot navigates to the care recipient’s location and deliv-
ers the reminder. In cases where compliance is not confirmed—detected through
motion sensors—a second reminder is issued. The exact robot behavior is dy-
namically adapted depending on the initial positions of both the robot and the
user. Figure 4 illustrates a sample plan for this scenario.

Other reminder protocols (e.g., Practice, Exercise) follow a simpler flow: the
robot travels to the individual’s location and issues a single reminder without
monitoring for compliance.

Fig. 4. Low-level plan for the medicine protocol.

4.3 System Requirements and Evaluation Criteria

Reliable execution of these protocols requires all components of the situational
awareness layer (e.g., tracking, planning, communication) to function correctly.
This includes correct estimation of human location, accurate sensor readings,
and proper synchronization between the knowledge base and the planner.

Table 1 summarizes the system’s performance across seven days of deploy-
ment. Each row corresponds to one day and includes results for the five selected
protocols. A result of S indicates success, F denotes failure, and dash entries
indicate that the protocol was correctly skipped (e.g., when the participant was
not home).

The following criteria were used to evaluate each component:

– Particle Filter (PF): Success indicates accurate location estimation of the
care recipient.

– Navigation: The robot successfully reached the intended target without error
or collision.

– High-Level Planner: Successfully triggered the protocol and prevented re-
dundant reactivation through correct knowledge base updates.

– Low-Level Planner: Executed based on actual environmental conditions; eval-
uation accounts for real-world discrepancies, not planner assumptions.

– Docking: The robot successfully returned to and docked at the charging
station post-task.
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4.4 Results Summary and Observations

The results in Table 1 demonstrate CaRE-BT’s capability to support sustained
and context-aware HRI in home environments. The high-level planner consis-
tently triggered protocols reliably. Reported failures primarily stemmed from
external components such as false sensor readings or minor localization errors,
rather than from the planner itself.

A key improvement was observed in docking performance. Initial issues in
the docking mechanism led to several failures early in the study. After me-
chanical adjustments were made on Day 4, all subsequent docking operations
succeeded—highlighting the importance of robust hardware integration to fully
realize the capabilities of autonomous planning systems.

4.5 Results from Second Deployment

The second deployment of CaRE-BT is currently ongoing in the homes of indi-
viduals with Alzheimer’s disease and related dementias (ADRD), as part of a
six-month longitudinal study. In this paper, we report preliminary results from
the first three weeks of deployment in one such household.

Care Protocols and Execution For this deployment, the caregiver selected
five distinct protocols:

– Two daily medication reminders.
– One exercise reminder every other day.
– A weekly reminder to pick up medication from the pharmacy.
– A weekly reminder to refill the pill container.

The CaRE-BT-powered robot successfully executed all scheduled reminders,
with only four failures over the 21-day period. All failures were due to intermit-
tent crashes in the navigation service (Nav2), which were quickly resolved by
restarting the launch file. These failures were logged automatically and did re-
quire minimal user intervention, minimizing their impact on the daily caregiving
routine.

System performance and protocol delivery were continuously monitored using
a dedicated logging system. All status updates, execution results, and error mes-
sages were streamed to a private Discord channel, allowing the team to provide
remote support and validate the system’s operation in real time.

Caregiver Feedback and Qualitative Outcomes A one-month follow-up
interview was conducted with the participating caregiver and care recipient dyad.
The caregiver reported that the “system is working fine the way it was set up” and
expressed satisfaction with the medication reminder protocols, stating that he no
longer worries about forgetting to give medications to his spouse. Importantly,
the caregiver noted that the robot required no daily upkeep and imposed no
additional burden on his caregiving responsibilities.
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Table 1. Performance metrics of our deployment for each protocol in the first house:
"S" indicates success, while "F" denotes failure.

Practice S/F Internal
Check

S/F AM
Medicine

S/F Exercise S/F PM
Medicine

S/F Comment

Day 1

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
-
S
-
-

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
F
S
S

The participants
were not home dur-
ing the AM Medicine
protocol.
PM Medicine false
compliance detected.

Day 2

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
F

Failed to dock at PM
Medicine

Day 3

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

F
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

The exercise protocol
had a wrong estima-
tion of the person’s
location.

Day 4

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
F
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
F

AM Medicine nav-
igation failed on
startup, but was
restarted.
Failed to dock at
PM-Medicine.

Day 5

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
F
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

AM Medicine false
compliance detected

Day
6,7

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

pf
navigation
high-level
low-level
docking

S
S
S
S
S

Full day with no er-
rors

The caregiver did request a few adjustments to the care protocol timing,
which were made remotely through our server infrastructure. This feedback high-
lights the flexibility and remote configurability of the CaRE-BT framework.

Overall, the dyad maintained a positive outlook, with realistic expectations
of the system. They viewed the robot not as a replacement for a human caregiver,
but as a useful tool that reduces the cognitive load and stress associated with
routine care tasks.

Summary Over the course of the initial three-week deployment:

– Total scheduled reminders: 50+
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– Failures: 4 (all due to Nav2 startup issues)
– Human feedback: Positive, with no perceived increase in caregiver burden

These preliminary results indicate that CaRE-BT can operate reliably in home
environments for individuals with cognitive impairments, delivering care proto-
cols effectively while minimizing caregiver overhead. The ability to monitor and
reconfigure the system remotely further supports its scalability and long-term
feasibility for real-world deployment.

5 Discussion and Future Works

While the current implementation serves as a foundational step, our future work
will prioritize improving the components that provide the planner with environ-
mental information and extending the framework’s capabilities to integrate more
adaptive tasks. These enhancements aim to create a robust and user-friendly
robotic system that effectively meets the needs of individuals in their everyday
environments. A primary objective is enabling the robot to comprehend natural
language commands through voice and text input, facilitating intuitive com-
munication and a broader range of interactions. Additionally, we will use the
mounted tablet on the robot to support more low-level tasks, such as guiding
users through exercises displayed on the screen. Furthermore, we are currently
developing an image-based activity recognition model focused on reliably detect-
ing compliance with specific activities. The activities supported by this model
will include eating, taking medication, and recognizing falls.

6 Conclusion

In this paper, we introduced CaRE-BT, a Bi-Level Planning Framework designed
to enable reliable and autonomous assistive behavior in in-home robots. Built
on ROS2, CaRE-BT integrates a lightweight C++ PDDL planner, a situational
awareness layer, and a robust services layer to support long-term human–robot
interaction (HRI) in naturalistic home environments. We evaluated the frame-
work in two real-world deployments: a one-week study with an older adult couple
and a three-week phase of an ongoing six-month trial with individuals diagnosed
with Alzheimer’s disease. Across more than 90 scheduled care reminders, the sys-
tem experienced only nine failures, all related to navigation startup and resolved
with minimal user intervention. Participant feedback emphasized the system’s
reliability and ease of use. The caregiver in the second study noted that the
robot required no daily upkeep and alleviated the burden of manually manag-
ing reminders. These results demonstrate CaRE-BT’s potential as a scalable
and adaptable solution for autonomous in-home caregiving. The framework will
be released as open source to support future research in assistive robotics and
long-term HRI.
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